
R-Basic

• Most commercial statistical software platforms cost thousands, if not 
tens of thousands of dollars. R is free! If you’re a teacher or a student, 
the benefits are obvious

• R is a comprehensive statistical platform, offering all manner of data 
analytic techniques. Just about any type of data analysis can be done 
in R.

• R has state-of-the-art graphics capabilities. If you want to visualize 
complex data, R has the most comprehensive and powerful feature 
set available.



R-Basic

• R is a powerful platform for interactive data analysis and exploration. For 
example, the results of any analytic step can easily be saved, manipulated, 
and used as input for additional analyses.

• Getting data into a usable form from multiple sources can be a challenging 
proposition. R can easily import data from a wide variety of sources, 
including text files, database management systems, statistical packages, 
and specialized data repositories. It can write data out to these systems as 
well.

• R provides an unparalleled platform for programming new statistical 
methods in an easy and straightforward manner. It’s easily extensible and 
provides a natural language for quickly programming recently published 
methods.



R-Basic

• R contains advanced statistical routines not yet available in other 
packages. In fact, new methods become available for download on a 
weekly basis. If you’re a SAS user, imagine getting a new SAS PROC 
every few days.

• If you don’t want to learn a new language, a variety of graphic user 
interfaces (GUIs) are available, offering the power of R through menus 
and dialogs.

• R runs on a wide array of platforms, including Windows, Unix, and 
Mac OS X. It’s likely to run on any computer you might have



Different type of datatype

•Numeric-15.2

• Integer-1,2,3

•Complex- 1+5i

•Character- “Bhagat Singh”

•Factor- Categorical variable(1-Male,2-Female)

•Logical-True/False



Different type of datatype

•Numeric-15.2

• Integer-1,2,3

•Character- “Bhagat Singh”

•Factor- Categorical variable(1-Male,2-Female)

•Logical-True/False



How to define the following in R

•Open the R console and just type 13.2  ,then r 
will automatically store it as numeric number.

•Type 123L in R  console then R will 
automatically  consider it as integer

•To define your input as character just type the 
strings with in the double quote  as follow

“Bhagat Singh”



How to define the following in R

•Just Type  True or false in R console without 
double quotes such that  R will automatically  
consider them as a logical operator

• If you want the class of the input then use class() 
function that is CLASS(123L) display the  output 
as Integer



How to convert from one class to another

•as.numeric()

•as.character()

•as.logical()



Data Structure

•Vectors

•Matrix

•Data Frames

•List

•Array

•Time series

•Package specific datastructure



Data Structure



Data Structure

•Vectors

One dimensional datatype that are used to 
store multiple items of same type in single objects

Example 

Emp-Name 
“Ram” “Rani” “Rajesh” “Ramesh”



Data Structure

•Matrix

A two-dimensional datatype  is used to store 
data of the same type in row and column.

Example 

ENAME LOCATION

RAJ CHENNAI

RAM MADURAI

RAVI BANGALORE



Data Structure

•Data Frames

A two-dimensional datatype  is used to store 
data of the different type in row and column.

Example 

ENAME LOCATION Age

RAJ CHENNAI 25

RAM MADURAI 35

RAVI BANGALORE 45



Data Structure

•List

It is used to store data of the different type 
including data structure 

Data are not stored in row and column as in 
data structure 

Example 
ENAME LOCATION Age

RAJ CHENNAI 25

RAM MADURAI 35

RAVI BANGALORE 45



Data Structure

•Array

Arrays are similar to matrices but can have more than 

two dimensions. They’re created with an array function of the 
following form.



Data Structure

HOMOGENOUS HETEROGENOUS

VECTORS LIST

MATRIX DATAFRAME



R-Package
• Packages are collections of R functions, data, and compiled code in a well-

defined format. 

• The directory where packages are stored on your computer is called the 
library. 

• The function .libPaths() shows you where your library is located, and the 
function library() shows you what packages you’ve saved in your library.

• R comes with a standard set of packages (including base, datasets, utils, 
grDevices, graphics, stats, and methods). 

• They provide a wide range of functions and datasets that are available by 
default. Other packages are available for download and installation. Once 
installed, they have to be loaded into the session in order to be used. The 
command search() tells you which packages are loaded and ready to use



Emacs

Emacs Speaks Statistics (ESS) is an add-on for Emacs that assists you in 
writing R code. Actually, it works with S-Plus, SAS, and Stata, too, so 
you can write statistical code with whichever package you like (choose 
R!).



Eclipse

Eclipse is another cross-platform IDE, widely used in the Java community.
Like Emacs, it is very powerful, and its plug-in system makes it highly
customizable.

The learning curve is shallower, though, and it allows for more pointing and
clicking than the heavily keyboard-driven Emacs.

Architect is an R-oriented variant of Eclipse developed by statistics
consultancy Open Analytics. It includes the StatET plug-in for integration with
R, including a debugger that is superior to the one built into R GUI.

Use it if you want to write code in multiple languages, you don’t have time to
learn Emacs, and you don’t mind a several-hundred-megabyte install



R-studio

RStudio is an R-specific IDE. That means that you lose the ability to
code (easily) in multiple languages, but you do get some features
especially for R.

For example, the plot windows are better than the R GUI originals, and
there are facilities for publishing code. The editor is more basic than
either Emacs or Eclipse, but it’s good enough for most purposes, and is
easier to get started with than the other two.

RStudio’s party trick is that you can run it remotely through a browser,
so you can run R on a powerful server, then access it from a netbook
(or smartphone) without loss of computational power



Revolution-R

Revolution-R comes in two flavors: the free (as in beer) community
edition and the paid-for enterprise edition. Both take a different tack
from the other IDEs mentioned so far: whereas Emacs, Eclipse, and

RStudio are pure graphical frontends that let you connect to any
version of R, Revolution-R ships with its own customized version of R.
Typically this is a stable release, one or two versions back from the
most current. It also has some enhancements for working with big
data, and some enterprise-related features.



Live-R

Live-R is a new player, It provides an IDE for R as a web application.
This avoids all the hassle of installing software on your machine and,
like RStudio’s remote installation, gives you the ability to run R
calculations from an underpowered machine.

Live-R also includes a number of features for collaboration, including a
shared editor and code publishing, as well as some admin tools for
running courses based upon R. The main downside is that not all the
add-on packages for R are available; you are currently limited to about
200 or so that are compatible with the web application



Other IDEs and Editors

There are many more editors that you can use to write R code. Here’s a
quick roundup of a few more possibilities:

• JGR [pronounced “Jaguar”] is a Java-based GUI for R, essentially a
souped-up version of the stock R GUI.

• Tinn-R is a fork of the editor TINN that has extensions specifically to
help you write R code.

• SciViews-K, from the same team that makes Tinn-R, is an extension
for the Komodo IDE to work with R. •

Vim-R is a plug-in for Vim that provides R integration. •

NppToR plugs into Notepad++ to give R integration















Data frame
BMI <- data.frame( gender = c("Male", "Male","Female"), 

height = c(152, 171.5, 165), weight = c(81,93, 78), Age =c(42,38,26) ) 



Arithimetic Operators

v <- c( 2,5.5,6) 

t <- c(8, 3, 4) 

(v+t) 

v-t

v*t

v/t

v%%t

v%/%t

v^t



relation Operators

v <- c(3,0,TRUE,2+2i)

t <- c(1,3,TRUE,2+3i)

v&t

V|t

!v

V&&t

V||t



Colon  Operators

v <- 2:8 

print(v)

v1 <- 8 

v2 <- 12

t <- 1:10 

print(v1 %in% t)

print(v2 %in% t) 



Scientific Programming

• Scientific programming language is a programming
language that is used widely for computational
science and computational mathematics.

• Scientific programming language is one that is designed and
optimized for the use of mathematical formula and matrices.

• Scientific programming is any time a computer program is used
for scientific research.



Application Programming Language

• APL (named after the book A Programming Language is
a programming language developed in the 1960s by Kenneth E.
Iverson.

• Its central datatype is the multidimensional array. It uses a large
range of special graphic symbols to represent most functions
and operators, leading to very concise code.

• It has been an important influence on the development of
concept modeling, spreadsheets, functional programming and
computer math packages



ALGOL



FORTRAN



MATLAB



RPROGRAMMING



Importance of Scientific Programming

• Automate time-intensive tasks: Scientific programming
helps in automating tasks that might take you weeks, months,
years, or simply be impossible to do manually

• For example, if you wanted to track the number of tweets
surrounding a recent natural disaster, it would be miserable to
go through tens of thousands of feeds one by one. Using
code, this task might only take a few minutes.



Importance of Scientific Programming

• Modify and update research: Written code can be modified
and rerun over and over.

• Assume we are studying how socio-economic data relates to
air pollution in the Chennai area. If we write a clean, well-
commented script, it will be easy to incorporate the next
year’s census data into your results.



Importance of Scientific Programming

Share methods with the public and other researchers: Code
is easy to share, making science more open and reproducible.
As a researcher, it allows you to share your exact methods with
both other scientists and with the public.

Document workflows: Code allows you to easily document
your workflow. You can use comments to explain every step of
the process (to your future self or to others), so if you need to
update or change something later, it is fast and simple.



Importance of Scientific Programming

Enable collaboration: Code makes collaborating easier.
Going back to the previous example, if we are studying air
pollution in Chennai, and our colleague is studying air
pollution in San Francisco, then we can compare models,
exchange scripts, and work together.



Installing -R and R Studio

• Step1:Go to cran.r-project.org

• Step2: Click download R for windows, It will leads to the new page with in the 
same website and displays the following

• Step3: Click Install R for the first time

• Step4: Click Download 4.1.2 for windows to see your R programming gets 
downloaded

• Step5:Once downloaded ,run the r programming software setup by following 
the instruction displayed to you in the screen

• Step 6:Once r programming is installed you will find the following screen

• Step7 :Then select file and select NEW SCRIPIT which will open editor where u 
will write the program which will executed in the console.



Installing -R and R Studio

• Step1:  Go to Rstudio.Com

• Step2:Click Download and then select  Rstudio desktop  and click 
Download

• Step3:Click  

Step4: once a program is installed click the setup to install 

the RSTUDIO in the local machine



Different ways of getting help in R programming

•Help.start()

•The function help.start() opens a browser window 
with access to

• introductory and advanced manuals, 

• FAQs, and 

• Reference materials



Different ways of getting help in R programming

• help(“data.frame")or ?data.frame

it gives a detail description of data structure datarframe

• help.search("foo")or ??foo

Search the help system for instances of the string foo.

• apropos(“data", mode="function") 

List all available functions with foo in their name.



Different ways of getting help in R programming

• example(“data.frame")

it gives an example of the data frame

• RSiteSearch(“data") 

Search for the string data in online help manuals and archived mailing lists.

• Data()

• List all available example datasets contained in currently loaded packages.



Different ways of getting help in R programming

• Vignette()

• List all available vignettes for currently installed packages.

• The vignettes returned by the vignette() function are practical introductory 

articles provided in PDF format. Not all packages will have vignettes

• Vignette(“bootstrapping”)

• Display specific vignettes for topic bootstrapping



Data Structure-Vector

• Vectors are one-dimensional arrays that can hold numeric data, 
character data, or logical data.

• a <- c(1, 2, 5, 3, 6, -2, 4) 

• b <- c("one", "two", "three") 

• c <- c(TRUE, TRUE, TRUE, FALSE, TRUE, FALSE)

a=numeric vector

b=character vector

c=logical vector



Data Structure-Vector

• How to refer to the element of the vector

a <- c(1, 2, 5, 3, 6, -2, 4)

a[3]

a[c(1, 3, 5)]

a[2:6] 



Data Structure-Matrix

• A matrix is a two-dimensional array where each element has the 
same mode (numeric, character, or logical).

• Matrices are created with the matrix function 

• myymatrix <- matrix(vector, nrow=number_of_rows, 
ncol=number_of_columns, byrow=logical_value, dimnames=list( 
char_vector_rownames, char_vector_colnames))



Data Structure-Matrix

*vector contains the elements for the matrix

*nrow and ncol specify the row and column dimensions

*dimnames contains optional row and column labels stored in
character vectors.

The option by row indicates whether the matrix should be filled in by
row (byrow=TRUE) or by column (byrow=FALSE).

The default is by column



Data Structure- Example

1)y <- matrix(1:20, nrow=5, ncol=4)

2) cells <- c(1,26,24,68)

rnames <- c("R1", "R2")

cnames <- c("C1", "C2")

mymatrix<-matrix(cells,nrow=2,ncol=2,byrow=TRUE,dimnames=list(rnames,cnames))

mymatrix <- matrix(cells, nrow=2, ncol=2, byrow=FALSE, dimnames=list(rnames, cnames))



Data Structure- How to get Matrix elements

x <- matrix(1:10, nrow=2)

x[2,]

x[,2]

x[1,4]

x[1, c(4,5)]



Data Structure- Arrays

Arrays are similar to matrices but can have more than two dimensions.

myarray <- array(vector, dimensions, dimnames)

*vector contains the data for the array,

*dimensions is a numeric vector giving the maximal index for each dimension,

*dimnames is an optional list of dimension labels.



Data Structure- Arrays

dim1 <- c("A1", "A2")

dim2 <- c("B1", "B2", "B3")

dim3 <- c("C1", "C2", "C3", "C4")

z <- array(1:24, c(2, 3, 4), dimnames=list(dim1, dim2, dim3))

z



Data Structure- Arrays(How to get elements)

z[1,2,3]

Z[1,c(2,3),3]



Data Structure- Data Frame

A data frame is more general than a matrix in that different columns can contain
different modes of data.
mydata <- data.frame(col1, col2, col3,…)

>patientID <- c(1, 2, 3, 4)
>age <- c(25, 34, 28, 52)
>diabetes <- c("Type1", "Type2", "Type1", "Type1")
>status <- c("Poor", "Improved", "Excellent", "Poor")
> patientdata <- data.frame(patientID, age, diabetes, status)
> patientdata



Data Structure- Data Frame(Getting Data)

>patientdata[1:2]

>patientdata[c("diabetes", "status")]

> patientdata$age

>table(patientdata$diabetes, patientdata$status)



Data Structure-Factors

Variables can be described as nominal, ordinal, or continuous. 
Nominal variables are categorical, without an implied order. 
Diabetes (Type1, Type2) is an example of a nominal variable. Even if Type1 is coded as 
a 1 and Type2 is coded as a 2 in the data, no order is implied. 
Ordinal variables imply order but not amount. 
Status (poor, improved, excellent) is a good example of an ordinal variable. You know 
that a patient with a poor status isn’t doing as well as a patient with an improved 
status, but not by how much. 
Continuous variables can take on any value within some range, and both order and 
amount are implied. Age in years is a continuous variable and can take on values such 
as 14.5 or 22.8 and any value in between. someone who is 15 is one year older than 
someone who is 14



Data Structure-Factors

Categorical (nominal) and ordered categorical (ordinal) variables in R are called 
factors.

Factors are crucial in R because they determine how data will be analyzed and 
presented visually

The function factor() stores the categorical values as a vector of integers in the 
range [1... k](where k is the number of unique values in the nominal variable), 
and an internal vector of character strings (the original values)



Data Structure-Factors
diabetes <- c("Type1", "Type2", "Type1", "Type1“)

diabetes <- factor(diabetes) 

(assignment is based on alphabetically)

For vectors representing ordinal variables, you add the parameter 
ordered=TRUE to the factor().

status <- c("Poor", "Improved", "Excellent", "Poor“)

status <- factor(status, ordered=TRUE) will encode the vector as (3, 2, 1, 3) and 
associate these values internally as 1=Excellent, 2=Improved, and 3=Poor.)

status <- factor(status, order=TRUE, levels=c("Poor", "Improved", "Excellent"))



Data Structure-factor example
>age <- c(25, 34, 28, 52) 

>diabetes <- c("Type1", "Type2", "Type1", "Type1") 

> status <- c("Poor", "Improved", "Excellent", "Poor") 

> diabetes <- factor(diabetes) 

> status <- factor(status, order=TRUE) 

> patientdata <- data.frame(patientID, age, diabetes, status)

> str(patientdata)

>summary(patientdata) 



Data Structure-List
Lists are the most complex of the R data types. 

*A  list is an ordered collection of objects (components).

* list allows you to gather a variety of (possibly unrelated) objects under one 
name. 

*For example, a list may contain a combination of vectors, matrices, data 
frames, and even other lists.

mylist <- list(object1, object2, …)



Data Structure-List
>g <- "My First List" 

> h <- c(25, 26, 18, 39) > 

j <- matrix(1:10, nrow=5) > 

k <- c("one", "two", "three") 

> mylist <- list(title=g, ages=h, j, k)

> mylist

mylist[[2]] and mylist[["ages"]] both refer to the same four-element numeric 
vector



Repeat Loop

• The Repeat loop executes the same code again and again until a stop 
condition is met

Repeat { 

Commands

if(condition){ 

break 

} 

}



Repeat Loop



Repeat Loop

v <- c("Hello","loop“)

cnt <- 2 repeat

{ print(v)

cnt <- cnt+1 

if(cnt > 5){ 

Break

} 

} 



Repeat Loop

repeat 

{ 

message("Happy Groundhog Day!") 

action <- sample( 

c( "Learn French", 

"Make an ice statue", 

"Rob a bank",

"Win heart of Andie McDowell" ),

1 ) 

message("action = ", action)

if(action == "Win heart of Andie McDowell") break 

} 



Repeat Loop

repeat 

{ 

message("Happy Groundhog Day!") 

action <- sample( 

c( "Learn French", 

"Make an ice statue", 

"Rob a bank",

"Win heart of Andie McDowell" ),

1 ) 

if(action == "Rob a bank")

{ 

message("Quietly skipping to the next iteration")

next

} message("action = ", action)

if(action == "Win heart of Andie McDowell") break 

}



While Loop

The While loop executes the same code again and again until a stop 
condition is met.

while (test_expression) { 

statement }



While Loop



While Loop

v <- c("Hello","while loop") 

cnt <- 2 

while (cnt < 7){ 

print(v) 

cnt = cnt + 1

}



For Loop

A for loop is a repetition control structure that allows you to efficiently 
write a loop that needs to execute a specific number of times. 

for (value in vector) { 

Statements

} 



While Loop



While Loop

v <- LETTERS[1:4] 

for ( i in v) { 

print(i) 

} 



For Loop

for(i in 1:5) 

{

j <- i ^ 2

message("j = ", j)

}



For Loop

for(month in month.name) 

{ 

message("The month of ", month)

}



For Loop

for(yn in c(TRUE, FALSE, NA))

{ 

message("This statement is ", yn)

}



For Loop

l <- list( 

pi, 

LETTERS[1:5], 

charToRaw("not as complicated as it looks")

, list

( 

TRUE 

) 

)

for(i in l)

{ 

print(i) 

}



If Statement-Syntax

if(boolean_expression)

{ 

statement(s) will execute if the boolean expression is true.

}



If Statement-Flow



If Statement

x <- 30L 

if(is.integer(x))

{

print("X is an Integer")

} 



If –else Statement-Syntax

if(boolean_expression) 

{ 

statement(s) will execute if the boolean expression is true. 

} else { 

statement(s) will execute if the boolean expression is false.

}



If –else Statement-Flow



If Statement

x <- c("what","is","truth") 

If ("Truth" %in% x)

{ 

print("Truth is found")

} else 

{ print("Truth is not found")

}



If –else if-else Statement-Syntax

An if statement can be followed by an optional else if...else statement, which 
is very useful to test various conditions using single if...else if statement. 

When using if, else if, else statements there are few points to keep in mind.

1) if can have zero or one else and it must come after any else if’s. 

2) An if can have zero to many else if's and they must come before the 
else.

3) Once an else if succeeds, none of the remaining else if's or else's 
will be tested. 



If –else if-else Statement-Syntax

if(boolean_expression 1)
{ Executes when the boolean expression 1 is true.
} else if( boolean_expression 2) 
{ Executes when the boolean expression 2 is true. 
}else if( boolean_expression 3)
{ Executes when the boolean expression 3 is true. 
}else 
{ executes when none of the above condition is true.
}



If –else if –else Statement

x <- c("what","is","truth") 

if("Truth" %in% x)

{ print("Truth is found the first time") 

} else if ("truth" %in% x) 

{ print("truth is found the second time") 

} else { 

print("No truth found") 

} 



Switch

A switch statement allows a variable to be tested for equality against a 
list of values. Each value is called a case, and the variable being 
switched on is checked for each case. 

switch(expression, case1, case2, case3....) 

1) You can have any number of case statements within a switch. Each 
case is followed by the value to be compared to and a colon.

2) If the value of the integer is between 1 and nargs()-1 (The max 
number of arguments)then the corresponding element of case 
condition is evaluated and the result returned 



Switch

3) If expression evaluates to a character string then that string is 
matched (exactly) to the names of the elements. 

4) If there is more than one match, the first matching element is 
returned.

5) In the case of no match, if there is a unnamed element of ... its value 
is returned. (If there is more than one such argument an error is 
returned.)



Switch



Switch-Examples

(greek <- switch
( "gamma", 
alpha = 1, 
beta = sqrt(4),
gamma =
{
a <- sin(pi / 3) 
4 * a ^ 2 
} 
))



Switch-Examples

(greek <- switch
( “delta", 
alpha = 1, 
beta = sqrt(4),
gamma =
{
a <- sin(pi / 3) 
4 * a ^ 2 
} 
))



Switch-Examples

(greek <- switch

( “delta", 

alpha = 1, 

beta = sqrt(4),

gamma =

{

a <- sin(pi / 3) 

4 * a ^ 2 

} ,

4

))



Switch-Examples

Switch

( 3, 

"first", 

"second", 

"third", 

"fourth" )



User defined function

• Mathematical functions
• abs(x) 
• sqrt(x) 
• ceiling(x)
• floor(x) 
• trunc(x) 
• round(x, digits=n) 
• signif(x, digits=n )
• cos(x) , sin(x) , tan(x) 
• log(x) log10(x)
• exp(x)



User defined function

• Statistical  functions
• y <- mean(x)
• z <- mean(x, trim = 0.05, na.rm=TRUE)

1) mean(x) example:mean(c(1,2,3,4))
2) median(x) example:median(c(1,2,3,4))
3) sd(x)          example: sd(c(1,2,3,4)) 
4) var(x)         example: var(c(1,2,3,4)) 
5) quantile(x, probs)

Quantiles where x is the numeric vector where quantiles are desired and 
probs is a numeric vector with probabilities in [0,1]. # 30th and 84th percentiles 
of x y <- quantile(x, c(.3,.84))



User defined function

• Statistical  functions

*Range

x <- c(1,2,3,4) 

range(x)

diff(range(x)) 

*Sum

sum(c(1,2,3,4))



User defined function

• Statistical  functions

*diff(x, lag=n)

x<- c(1, 5, 23, 29) 

diff(x)

* min(x)

min(c(1,2,3,4))

* max(x)

max(c(1,2,3,4))



User defined function-probability function

GENERATING MULTIVARIATE NORMAL DATA

mvrnorm(n, mean, sigma)

where n is the desired sample size, mean is the vector of means, and 
sigma is the variance-covariance (or correlation) matrix



User defined function-probability function

library(MASS)

options(digits=3)

set.seed(1234)

mean <- c(230.7, 146.7, 3.6)

sigma <- matrix(c(15360.8, 6721.2, -47.1,

6721.2, 4700.9, -16.5,

-47.1, -16.5, 0.3), nrow=3, ncol=3)

mydata <- mvrnorm(500, mean, sigma)

mydata <- as.data.frame(mydata)

names(mydata) <- c("y","x1","x2")



User defined function-text function

*nchar(x)
x <- c("ab", "cde", "fghij")
length(x) 
nchar(x[3])

• substr(x, start, stop)
x <- "abcdef“
substr(x, 2, 4) 
substr(x, 2, 4) <- "22222"



User defined function-text function

*grep(pattern, x, ignore. case=FALSE, fixed=FALSE)

Search for pattern in x. If fixed=FALSE, then pattern is a regular 
expression. If fixed=TRUE, then pattern is a text string. Returns 
matching indices



User defined function-text function

*sub(pattern, replacement, x, ignore.case=FALSE, fixed=FALSE) 

Find pattern in x and substitute with replacement text. If fixed=FALSE 
then pattern is a regular expression. If fixed=TRUE then pattern is a text 
string.

sub("\\s",".","Hello There") 

.There. Note "\s" is a regular expression for finding whitespace; use 
"\\s" instead because "\" is R’s escape character



User defined function-text function

strsplit(x, split, fixed=FALSE) 

Split the elements of character vector x at split. If fixed=FALSE, then 
pattern is a regular expression. If fixed=TRUE, then pattern is a text 
string

y <- strsplit("abc", "")

unlist(y)[2] 

sapply(y, "[", 2) 



User defined function-text function

paste(..., sep="") 

Concatenate strings after using sep string to separate them. 

paste("x", 1:3, sep=“”) 

paste("x",1:3,sep="M") 

paste("Today is", date()) returns

*toupper(x) 

*tolower(x) 



Other useful functions

length(x)     exaxmple x <- c(2, 5, 6, 9) length(x)

*seq(from, to, by) 

indices <- seq(1,10,2)

*rep(x, n) 

y <- rep(1:3, 2)

*name <- "Bob" 

cat( "Hello", name, "\b.\n", "Isn\'t R", "\t", "GREAT?\n")



Date function

X<-as.date(“1970-01-01”)



TIme function



Time function



Time function



Time function



Sleep function

• tetsit<-function(x){

p1<-proc.time()

Sys.sleep(x)

Proc.time()-p1

}

Tetstit(3.7)



Sleep function



Class and object using S3

• In R, you can define a class and create objects using the S3 
object-oriented system

# Define a class named "Person"
Person <- function(name, age) {

person <- list(
name = name,
age = age,
say_hello = function() {

cat("Hello, my name is", person$name, "and I am", person$age, "years old.\n")
}

)
class(person) <- "Person"
return(person)

}



Class and object using S3
• # Create objects of class "Person"

• person1 <- Person(name = "Alice", age = 30)

• person2 <- Person(name = "Bob", age = 25)

# Check the class of an object
class(person1)  # Output: "Person"
class(person2)  # Output: "Person"

# Access object attributes
print(person1$name)  # Output: Alice
print(person2$age)   # Output: 25

# Call object method
person1$say_hello()  # Output: Hello, my name is Alice and I am 30 years old.
person2$say_hello()  # Output: Hello, my name is Bob and I am 25 years old.



Debugging

• R provides a number of tools to help you with debugging your 
code. The primary tools for debugging functions in R are



Debugging Tools



Debugging Tools



Debugging Tools

• ‘RET’ Go to the next statement if the function is being debugged. 
Continue execution if the browser was invoked. 

• ‘c’ ‘cont’ Continue the execution. 

• ‘n’ Execute the next statement in the function. This works from the 
browser as well.

• ‘where’ Show the call stack

• ‘Q’ Halt execution and jump to the top-level immediately. 



Debugging Tools

• ‘A call to the function browser causes R to halt execution at that point 
and to provide the user with a special prompt. Arguments to browser 
are ignored. 

• The debugger can be invoked on any function by using the command 
debug(fun). Subsequently, each time that function is evaluated the 
debugger is invoked. The debugger allows you to control the 
evaluation of the statements in the body of the function. Before each 
statement is executed the statement is printed out and a special 
prompt provided. Any command can be given, those in the table 
above have special meaning



Debugging Tools

• ‘Trace:  Another way of monitoring the behaviour of R is through the trace 
mechanism. trace is called with a single argument that is the name of the 
function you want to trace. The name does not need to be quoted but for 
some functions you will need to quote the name in order to avoid a syntax 
error. When trace has been invoked on a function then every time that 
function is evaluated the call to it is printed out. This mechanism is 
removed by calling untrace with the function as an argument.

• traceback When an error has caused a jump to top-level a special variable 
called .Traceback is placed into the base environment. .Traceback is a 
character vector with one entry for each function call that was active at the 
time the error occurred. An examination of .Traceback can be carried out 
by a call to traceback



System Defined Function

1)numbers <- c(1, 2, 3, 4, 5)

• total_sum <- sum(numbers)

• cat("Sum of numbers:", total_sum, "\n")  

• 2. mean()

• Calculates the arithmetic mean (average) of the values in a vector

• average <- mean(numbers)

• cat("Mean of numbers:", average, "\n")  

• sd()

• Computes the standard deviation of the values in a vector

• std_dev <- sd(numbers)

• cat("Standard deviation of numbers:", std_dev, "\n")  



System Defined Function

• length()

• Returns the number of elements in a vector

• num_elements <- length(numbers)

• cat("Number of elements:", num_elements, "\n") 

• 5. seq()

• Generates a sequence of numbers from a specified start to end with a given increment

• sequence <- seq(from = 1, to = 10, by = 2)

• cat("Sequence from 1 to 10 with step 2:", sequence, "\n")  

• rep()

• Repeats the elements of a vector a specified number of times

• repeated <- rep(numbers, times = 2)

• cat("Repeating the vector twice:", repeated, "\n")  



Correlation Methods in R

• R supports multiple correlation coefficients:

• Pearson → Linear relationship (continuous variables)

• Spearman → Monotonic relationship (rank/ordinal data)

• Kendall’s Tau → Rank-based nonparametric correlation

• Partial → Controls for other variables

• Polychoric / Polyserial → For ordinal and mixed data

• Key Differences:

• Pearson → Sensitive to outliers, assumes normality

• Spearman → Based on ranks, robust to outliers

• Kendall → More accurate for small samples



Correlation Matrix & Significance Testing
• 1. Correlation Matrix

• cor_matrix <- cor(mtcars[, c("mpg", "hp", "wt", "disp")])

• print(cor_matrix)

• Visualization:

• library(corrplot)

• corrplot(cor_matrix, method="circle")

• 2. Statistical Significance

Null Hypothesis: Correlation = 0

• cor.test(mtcars$mpg, mtcars$hp)

• Interpretation:

p < 0.05 → Significant relationship

• Reject null hypothesis

• 3. Handling Missing Values

• complete.obs → removes missing rows

• pairwise.complete.obs → uses available pairs

• cor(x, y, use="complete.obs")



Advanced Correlation & Visualization
• Partial Correlation

Measures relationship while controlling other variables

Correlation ≠ Causation

High correlation does not imply cause-effect

Example: Spurious relationships possible

ggplot(mtcars, aes(x=hp, y=mpg)) +

geom_point(color="blue") +

geom_smooth(method="lm", col="red", se=FALSE)

library(ggcorrplot)

ggcorrplot(cor_matrix, lab=TRUE)



Descriptive Statistics
• fix(mtcars)

• vars <- c("mpg", "hp", "wt")

• head(mtcars[vars])

• summary(mtcars[vars])

• The summary() function provides the minimum, maximum, quartiles, and mean for 
numerical variables and frequencies for factors and logical vectors

• sapply(x, FUN, options)

• where x is your data frame (or matrix) and FUN is an arbitrary function. If options are 
present, they’re passed to FUN. Typical functions that you can plug in here are mean, sd, 
var, min, max, median, length, range, and quantile.



Descriptive Statistics
• mystats <- function(x, na.omit=FALSE){ 

• if (na.omit) 

• x <- x[!is.na(x)] 

• m <- mean(x)

• n <- length(x)

• s <- sd(x) 

• skew <- sum((x-m)^3/s^3)/n 

• kurt <- sum((x-m)^4/s^4)/n - 3 

• return(c(n=n, mean=m, stdev=s, skew=skew, kurtosis=kurt))

• }

• sapply(mtcars[vars], mystats)

• Note that if you’d wanted to omit missing values, you would have used 

• sapply(mtcars[vars], mystats, na.omit=TRUE)



Descriptive Statistics
• nstall.packages(“Hmisc”)

• library(Hmisc)

• describe(mtcars[vars])

• stat.desc(x, basic=TRUE, desc=TRUE, norm=FALSE, p=0.95)

• where x is a data frame or time series. 

• If basic=TRUE (the default), the number of values, null values, missing values, minimum, maximum, range, and sum 
are provided. 

• If desc=TRUE (also the default), the median, mean, standard error of the mean, 95 percent confidence interval for 
the mean, variance, standard deviation, and coefficient of variation are also provided.

• Finally, if norm=TRUE (not the default), normal distribution statistics are returned, including skewness and kurtosis 
(and their statistical significance), and the Shapiro–Wilk test of normality. 

• A p-value option is used to calculate the confidence interval for the mean (.95 by default).



Descriptive Statistics
• install.packages("reshape")

• library(reshape)

•dstats <- function(x)(c(n=length(x), 
mean=mean(x), sd=sd(x)))

•dfm <- melt(mtcars, measure.vars=c("mpg", "hp", 
"wt"), 

• id.vars=c("am", "cyl"))

•cast(dfm, am + cyl + variable ~ ., dstats)



Descriptive Statistics
• A heatmap is a data visualization technique used to represent the magnitude of a phenomenon as colors in a two-dimensional matrix. It's 

particularly useful for illustrating complex data sets and identifying patterns or trends.

• Color Mapping

• Each cell in the matrix is assigned a color based on its value. Typically, a color gradient is used, where different colors represent different 
ranges of values. For example, warmer colors like red might represent higher values, while cooler colors like blue might represent lower 
values.

• Data Representations

• Heatmaps are often used to display correlations, distributions, or densities within the data. They're not just limited to numerical values; 
they can represent various types of information, from numerical data to categorical or even binary data.

• Ease of Intrepretation

• Heatmaps are often used to display correlations, distributions, or densities within the data. They're not just limited to numerical values; 
they can represent various types of information, from numerical data to categorical or even binary data.

• Application

• Heatmaps are widely used across different fields including biology, finance, data analysis, and many others. They're used for visualizing 
gene expression levels, stock market fluctuations, website user behavior, geographical data, and more.

• Customization

• Parameters such as color schemes, scaling methods, and clustering options can be adjusted in heatmaps to better represent the data 
according to the specific needs of the analysis.



Descriptive Statistics
• data(mtcars)

• # Calculate correlation matrix

• correlation_matrix <- cor(mtcars)

• # Create heatmap

• heatmap(correlation_matrix, 

• col = colorRampPalette(c("blue", "white", "red"))(100), 

• scale = "none", 

• symm = TRUE,

• margins = c(8, 10))



Descriptive Statistics
• The heatmap() function in R is used to create heatmaps to visualize a matrix of data. It's a versatile function with 

various arguments that allow customization of the heatmap. Here are some key arguments.

• x: The input matrix or data frame to be visualized as a heatmap.

• Rowv, Colv: These parameters control the hierarchical clustering applied to the rows and/or columns. Set them to 
TRUE to perform clustering and visualize dendrograms on the corresponding axis. Set to NA to prevent clustering

• col: Specifies the color palette to be used in the heatmap. It can be a vector of colors or a color function, like 
heat.colors() or colorRampPalette().

• scale: Determines how the data should be scaled before plotting. Options include "none" (no scaling), "row" 
(scaling by row), "column" (scaling by column), or "all" (scaling across the entire matrix).

• symm: Controls whether the matrix should be symmetrically plotted (TRUE or FALSE).

• margins: Adds margins around the heatmap plot. It's a numeric vector specifying the size of the margins on the 
bottom and left of the plot.

• main: Title for the heatmap

• xlab, ylab: Labels for the x-axis and y-axis, respectively.

• Additional graphical parameters that can be passed to customize the appearance of the heatmap (e.g., cexRow for 
row label size, cexCol for column label size, etc



Histogram
• Histograms display the distribution of a continuous variable by dividing up the range of 

scores into a specified number of bins on the x-axis and displaying the frequency of 
scores in each bin on the y-axis

• hist(x) where x is a numeric vector of values.

• The option freq=FALSE creates a plot based on probability densities rather than 
frequencies. 

• The breaks option controls the number of bins. 

• The default produces equally spaced breaks when defining the cells of the histogram

• In this case, five bins are created, and the default axis labels and titles are printed.

• hist(mtcars$mpg, breaks=12, col="red", xlab="Miles Per Gallon", main="Colored 
histogram with 12 bins")



Histogram
• hist(x, 

• breaks = "Sturges",  # Number of bins (can be "Sturges", "Scott", "FD", or a numeric value)

• main = "Histogram",  # Title of the plot

• xlab = "X-axis label",  # Label for the x-axis

• col = "lightblue",  # Color of the bars

• border = "black")  # Color of the bar borders

• x: A numeric vector of data values.

• breaks: Number of bins (can also be a numeric value or algorithm like "Sturges", "FD", etc.).

• main: Title of the histogram.

• xlab: Label for the x-axis.

• col: Color of the bars.

• border: Color of the bar borders.

• data <- c(2, 3, 5, 7, 9, 12, 15, 18)

• hist(data, breaks = 5, col = "skyblue", border = "black", main = "Example Histogram", xlab = "Values")



Scatter Plot
1) scatter plots describe the relationship between two continuous variables

2) The basic function for creating a scatter plot in R is plot(x, y), where x and y are numeric vectors denoting the (x, y) points to plot.

3)

attach(mtcars) 

plot(wt, mpg, 

main="Basic Scatter plot of MPG vs. Weight", 

xlab="Car Weight (lbs/1000)", 

ylab="Miles Per Gallon ", pch=19)

abline(lm(mpg~wt), col="red", lwd=2, lty=1) 

lines(lowess(wt,mpg), col="blue", lwd=2, lty=2)

4) Scatter plot matrix

1)pairs(~mpg+disp+drat+wt, data=mtcars, main="Basic Scatter Plot Matrix")

2) library(car)



Scatter Plot
3d scatter plots

scatterplot3d(x, y, z)

a)install.packges(“scatterplot3d”)

library(scatterplot3d)

attach(mtcars) 

scatterplot3d(wt, disp, mpg, main="Basic 3D Scatter Plot")

b) attach(mtcars) 

scatterplot3d(wt, disp, mpg, pch=16, highlight.3d=TRUE, type="h", main="3D Scatter Plot with Vertical Lines")

c) library(scatterplot3d) 

attach(mtcars) 

s3d <-scatterplot3d(wt, disp, mpg, pch=16, highlight.3d=TRUE, type="h", main="3D Scatter Plot with Vertical Lines and Regression Plane")

fit <- lm(mpg ~ wt+disp) 

s3d$plane3d(fit)

5)spinning 3d scatter plot

Install.packages(“rgl”)

library(rgl) 

attach(mtcars)

plot3d(wt, disp, mpg, col="red", size=5)



Simulation
Simulation

Simulation is a process of modeling a real-world situation to understand its behavior under different scenarios by generating random samples 
and analyzing patterns.

Uses

To model uncertainties in complex systems.

Useful for analyzing outcomes that are too complex to calculate directly.

Real-world applications include finance (e.g., stock prices), engineering (e.g., system reliability), social sciences (e.g., opinion spread), etc.

Random Number Generation in R 

sample():

Syntax: sample(x, size, replace = FALSE)

Example: sample(1:6, 10, replace = TRUE) simulates rolling a six-sided die 10 times.

runif() - Uniform Distribution:

Generates numbers between 0 and 1 (or any range specified).

Syntax: runif(n, min = 0, max = 1)

Example: runif(5, min = 1, max = 10) generates five random numbers between 1 and 10.

(10, rate = 1/5) generates samples for events with an average interval of 5.



Simulation
rnorm() - Normal Distribution:

Used for continuous distributions around a mean.

Syntax: rnorm(n, mean = 0, sd = 1)

Example: rnorm(1000, mean = 5, sd = 2) generates 1000 samples from a normal distribution with a 
mean of 5 and standard deviation of 2.

Other Distributions:

rbinom() - Binomial Distribution: Used for modeling binary outcomes (success/failure).

oExample: rbinom(10, size = 1, prob = 0.5) simulates flipping a coin 10 times.

rpois() - Poisson Distribution: Used for counting events in fixed intervals.

oExample: rpois(10, lambda = 2) simulates the number of events with an average rate of 2.

rexp() - Exponential Distribution: Models time between events in Poisson processes.

oExample: rexp(10, rate = 1/5) generates samples for events with an average interval of 5.



Tables

library(vcd)

head(Arthritis)



Tables

Oneway table

mytable <- with(Arthritis, table(Improved))

mytable

prop.table(mytable)

prop.table(mytable)*100

TWO-WAY TABLES

mytable <- table(A, B)

where A is the row variable, and B is the column variable. Alternatively, the xtabs() function allows you to create a contingency table using 
formula style input

mytable <- xtabs(~ A + B, data=mydata)

where mydata is a matrix or data frame. In general, the variables to be cross-classified appear on the right of the formula (that is, to the right 
of the ~) separated by + signs. If a variable is included on the left side of the formula, it’s assumed to be a vector of frequencies

mytable <- xtabs(~ Treatment+Improved, data=Arthritis)

mytable



Tables

margin.table(mytable, 1)

prop.table(mytable, 1)

output

The index (1) refers to the first variable in the table() statement. Looking at the 
table, you can see that 51 percent of treated individuals had marked 
improvement, compared to 16 percent of those receiving a placebo

margin.table(mytable, 2)

prop.table(mytable, 2)

Cell proportions are obtained with this statement:

prop.table(mytable)



Tables

When using addmargins(), the default is to create sum margins for all variables in a table.

addmargins(prop.table(mytable, 1), 2)

(adds sums column only)

addmargins(prop.table(mytable, 2), 1)

note: The table() function ignores missing values (NAs) by default. To include NA as a valid category 
in the frequency counts, include the table option useNA="ifany"

Create two way variables

library(gmodels) 

CrossTable(Arthritis$Treatment, Arthritis$Improved)



Tables

treemap is a data visualization technique that represents hierarchical data using nested rectangles. The size of each rectangle is proportional 
to a specified metric, allowing for easy comparison of values across categories.

Sales Data: Visualizing product sales across categories and subcategories.

Budget Allocations: Representing budget distribution across departments.

Web Traffic: Displaying user engagement metrics for different pages on a website.

Ways to draw TREEMAP chart in R 

install.packages("treemap")       

install.packages("ggplot2")       

install.packages("ggiraphExtra") 

library(treemap)

library(ggplot2)      

library(ggiraphExtra) 



Tables

data <- data.frame(

category = c("A", "A", "B", "B", "C", "C"),

subcategory = c("A1", "A2", "B1", "B2", "C1", "C2"),

value = c(10, 20, 30, 25, 15, 35)

)

Categorical Variables: category and subcategory (these determine the hierarchy).

Numeric Variable: value (this will dictate the size of the rectangles).

treemap(data,

index = c("category", "subcategory"),

vSize = "value",

draw = TRUE,

title = "Treemap Example")

data: The dataset used for the treemap.

index: Defines the hierarchy of categories. In this case, it’s a two-level hierarchy: category -> subcategory.

vSize: The variable that determines the size of each rectangle. Here, it’s based on value.

draw: Set to TRUE to display the treemap.

title: Adds a title to the treemap.



Tables

Create TREEMAP using ggplot2

ggplot(data, aes(area = value, fill = category, label = subcategory)) +

geom_treemap() +

geom_treemap_text(colour = "white", place = "centre", grow = TRUE) +

theme(legend.position = "none") +

ggtitle("Treemap Example with ggplot2")

aes(): Aesthetic mappings for the plot. Here, area specifies the size, fill specifies the color by category, and label 
specifies the text.

geom_treemap(): Function to create the treemap.

geom_treemap_text(): Adds text labels inside the rectangles.

theme(): Customizes the appearance (hides the legend here).

ggtitle(): Adds a title to the chart.



Creating a package

Step1:

Create a folder for your package, let's name it tTestPackage

Step2:

Create a DESCRIPTION File: In the tTestPackage folder, create a DESCRIPTION file with the following content:

Package: tTestPackage

Title: A Simple Package to Perform t-Test

Version: 0.1.0

Authors@R: person("Your", "Name", email = "you@example.com", role = c("aut", "cre"))

Description: This package performs a simple t-test.

License: MIT

Encoding: UTF-8

LazyData: true



Creating a package
Step3:

Create the R Folder: Inside the tTestPackage folder, create a folder named R. This is where your R function file will go.

Step4:

Create a new R script named t_test_function.R in the R folder, and add the following code:

# A simple t-test function

t_test_custom <- function(x, y = NULL, paired = FALSE, alternative = "two.sided", conf.level = 0.95) {

result <- t.test(x, y, paired = paired, alternative = alternative, conf.level = conf.level)

# Return the test result

return(result)

}

t_test_custom <- function(x, y = NULL, paired = FALSE, alternative = "two.sided", conf.level = 0.95) {  result <- t.test(x, y, paired = 
paired, alternative = alternative, conf.level = conf.level) 

return(result)

}



Creating a package
Create a Namespace File: In the tTestPackage folder, create a NAMESPACE file with the following content:

export(t_test_custom)

Step5:Build and Install the Package: 

5.1  Open R or RStudio.

5.2  Set the working directory to the folder containing your package:

setwd("path/to/tTestPackage")

5.3  

install.packages("devtools")

devtools::build() 

devtools::install()

Step 6:Using the Package: you can use the t_test_custom function from the package:

library(tTestPackage)

sample1 <- c(2.3, 2.5, 2.7, 2.9, 3.1)

sample2 <- c(1.9, 2.1, 2.4, 2.6, 2.8)

t_test_custom(sample1, sample2)



Dplyr



Dplyr

• ggplot2

• One of the most popular and widely used R package for data 
visualization and exploratory data analysis. You can create interactive 
data visualizations using this package. It provides a wide range of 
pretty plots that take care of minute details as well as drawing 
legends. This package works under deep grammar called “Grammar 
of graphics”. It provides a wide range of plots like scatterplot, bubble 
plots. Jitter plots are charts, histograms, density plots, box plots, 
violin plots, dendrograms, and many more.



KernLab

• This package also called a Kernel-Based Machine Learning Lab. This 
package is used for regression, classification, dimensionality 
reduction, anomaly detection, clustering. If you want to use 
algorithms that involve a kernel-based approach then you can use it 
like SVM, ranking algorithm, kernel feature analysis ad many more. It 
is widely used for SVM implementations. It has a wide range of kernel 
functions like for polynomial kernel function we can use polydot(), 
hyperbolic tangent kernel function for tanhdot() etc.



DataExplorer

• This R package is one of the easiest to use packages for data science 
and machine learning. This package mainly focuses on three goals:

• 1.Exploratory Data analysis

• 2.Feature Engineering

• 3.Data Reporting

• This package automated exploratory data analysis for analytics tasks 
and predictive modeling by visualizing each feature present in our 
dataset.



Caret

• This is also called Classification and Regression Training. It is one of 
the best packages for data science and machine learning tasks. It 
contains a set of functions that are used to create predictive models. 
It has other functionalities as well like feature selection, data splitting, 
data pre-processing, model tuning, feature importance, and many 
more.



predictve

1) Predictive analytics is a branch of advanced analytics that makes predictions about future outcomes using historical 
data combined with statistical modeling, data mining techniques and machine learning.

2) Companies employ predictive analytics to find patterns in this data to identify risks and opportunities. Predictive 
analytics is often associated with big data and data science.

3)companies today are inundated with data from log files to images and video, and all of this data resides in disparate 
data repositories across an organization. To gain insights from this data, data scientists use deep learning and machine 
learning algorithms to find patterns and make predictions about future events. 

4)Some of these statistical techniques include logistic and linear regression models, neural networks and decision 
trees. Some of these modeling techniques use initial predictive learnings to make additional predictive insights.

5) Predictive analytics models are designed to

* assess historical data, 

*discover patterns,



predictve
Classification models

Classification models fall under the branch of supervised machine learning models. These models categorize data 
based on historical data, describing relationships within a given dataset.

For example, this model can be used to classify customers or prospects into groups for segmentation purposes. 
Alternatively, it can also be used to answer questions with binary outputs, such as yes or no or true or false; these 
famous use cases are fraud detection and credit risk evaluation. 

Types of classification models include logistic regression, decision trees, random forest, neural networks, and Naïve 
Bayes.

Clustering models

Clustering models fall under unsupervised learning. They group data based on similar attributes.

For example, an e-commerce site can use the model to separate customers into similar groups based on common 
features and develop marketing strategies for each group. 

Common clustering algorithms include k-means clustering, mean-shift clustering, density-based spatial clustering of 
applications with noise (DBSCAN), expectation-maximization (EM) clustering using Gaussian Mixture Models (GMM), 
and hierarchical clustering.



predictve
Time series models

Time series models use various data inputs at a specific time frequency, 
such as daily, weekly, monthly,. It is common to plot the dependent 
variable over time to assess the data for seasonality, trends, and 
cyclical behavior, which may indicate the need for specific 
transformations and model types. 

Autoregressive (AR), moving average (MA), ARMA, and ARIMA models 
are all frequently used time series models

. As an example, a call center can use a time series model to forecast 
how many calls it will receive per hour at different times of day.



predictve
Predictive analytics industry use cases

Predictive analytics can be deployed in across various industries for different business problems. Below are a few industry use cases to illustrate how predictive analytics can inform 
decision-making within real-world situations.

Banking: Financial services use machine learning and quantitative tools to predict credit risk and detect fraud. As an example, BondIT is a company that specializes in fixed-income 
asset management services. Predictive analytics allows them to support real-time dynamic market changes in addition to static market constraints. This use of technology allows it to 
both customize personal services for clients and to minimize risk.

Healthcare: Predictive analytics in health care is used to detect and manage the care of chronically ill patients and to track specific infections such as sepsis. Geisinger Health used 
predictive analytics to mine health records to learn more about diagnosing and treating sepsis. Geisinger created a predictive model based on health records for more than 10,000 
patients who had been diagnosed with sepsis in the past. The model yielded impressive results, correctly predicting patients with a high survival rate.

Human resources (HR): HR teams use predictive analytics and employee survey metrics to match prospective job applicants, reduce employee turnover and increase employee 
engagement. This combination of quantitative and qualitative data allows businesses to reduce their recruiting costs and increase employee satisfaction, which is particularly useful 
when labor markets are volatile.

Marketing and sales: While marketing and sales teams are very familiar with business intelligence reports to understand historical sales performance, predictive analytics enables 
companies to be more proactive in engaging with their clients across the customer lifecycle. 

For example, churn predictions can enable sales teams to identify dissatisfied clients sooner, enabling them to initiate conversations to promote retention. Marketing teams can 
leverage predictive data analysis for cross-sell strategies, and this commonly manifests itself through a recommendation engine on a brand’s website.

Supply chain: Businesses commonly use predictive analytics to manage product inventory and set pricing strategies. This type of predictive analysis helps companies meet customer 
demand without overstocking warehouses. It also enables companies to assess the cost and return on their products over time. If one part of a given product becomes more 
expensive to import, companies can project the long-term impact on revenue if they do or do not pass on additional costs to their customer base. For a deeper look at a case study, 
you can read more about how FleetPride used this type of data analytics to inform their decision making on their inventory of parts for excavators and tractor trailers. Past shipping 
orders enabled them to plan more precisely to set appropriate supply thresholds based on demand.
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fit <- lm(weight ~ height, data=women)

summary(fit)

women$weight

fitted(fit)

residuals(fit)

plot(women$height,women$weight,xlab="Height (in inches)",ylab="Weight (in pounds)")

states <- as.data.frame(state.x77[,c("Murder", "Population", 

"Illiteracy", "Income", "Frost")])

cor(states)

library(car)

fit <- lm(Murder ~ Population + Illiteracy + Income + Frost, 

data=states)

summary(fit)



Identify the Problem

•Example: A retail company sees a drop in online sales. The specific

problem here is "Why have online sales decreased?" This isn’t the

solution or even a suggestion—it’s simply stating the business issue at

hand.

•Engage Stakeholders: The company speaks with the sales team,

marketing department, and web development team to understand their

perspectives on the issue. They might learn that customers are

abandoning their carts, or that recent website updates led to a more

complicated checkout process.



Gather Background Information

•Example: The company researches data from previous months,

looking at sales trends, customer feedback, and website performance

metrics. They find that sales started declining after a website redesign

and that customer service has received several complaints about

difficulties navigating the new site.

Define Objectives and Goals

•Example: The company’s goal is to restore online sales to previous

levels within the next three months. They define this as a specific

objective—such as achieving a 20% increase in monthly sales over the

baseline. They also note a constraint: the budget allocated for fixing the

issue is limited to a specific amount.



Analyze the Root Cause

•Example: Using the “5 Whys” technique, they ask:

• Why did sales drop? Because customers are abandoning carts.

• Why are customers abandoning carts? Because they encounter 

errors in the checkout.

• Why are there checkout errors? Because the new design 

introduced complex steps.

• Why did the new design increase complexity? Because of added 

security features that aren’t user-friendly.

• Why weren’t these features tested with users? Because the 

release was rushed.

•By the end of this analysis, they conclude that the primary root cause 

is a poorly tested checkout process.



Understand the Impact

•Example: The impact of declining online sales affects revenue,

customer satisfaction, and the company’s market position. If this

continues, the company risks losing customers to competitors with

smoother online shopping experiences.

Generate Potential Solutions

•Example: The team brainstorms solutions:

• Simplify the checkout process by removing unnecessary steps.

• Add a “guest checkout” option to reduce account creation

requirements.

• Conduct user testing to identify specific checkout pain points.

•They evaluate each solution’s feasibility and impact. For instance,

simplifying the checkout process is feasible and may have a quick,

positive effect on user experience.



Validate the Understanding

•Example: The team presents their findings to stakeholders, 

outlining the root cause (complex checkout process) and proposed 

solutions (streamlining checkout and implementing user testing). 

Stakeholders agree and provide feedback, ensuring everyone 

aligns on the problem and next steps.

8. Create an Action Plan

•Example: The company develops a detailed plan to implement a 

simplified checkout, with a timeline for each phase. They set 

metrics for success, such as reducing cart abandonment by 30% 

within the next month and increasing overall conversion rates.



Collecting and Integrating Data

•Website Analytics: Gather data from website analytics tools (such as

Google Analytics) to understand user behavior through the checkout

flow. Key metrics might include:

• Cart Abandonment Rate: This shows the percentage of users

who added items to their cart but left before completing the

purchase.

• Page Drop-Off Rates: Identify which page(s) in the checkout

process have the highest drop-off rates, like account creation or

payment pages.

• Time on Page: How much time users are spending on each

checkout step. High times might indicate confusion or delays.



Customer Feedback: Collect and analyze qualitative data, such as:

•Surveys and Feedback Forms: Analyze feedback from post-purchase

surveys and site feedback forms. Look specifically for mentions of

difficulty or frustration with the checkout.

•Customer Service Logs: Review past conversations with customer

service about checkout issues. This can give insight into common pain

points, like login issues or payment errors.

•System Logs and Transaction Data: Gather transaction data to

understand completed and incomplete checkouts. Also, analyze any error

logs, which can highlight technical issues (e.g., payment gateway errors).



Integrate Data from Multiple Sources: Bring together 

data from all sources—analytics, feedback, system logs—

into one unified dataset. For example:

•Combine analytics data with transaction logs to identify 

customers who experienced issues but didn’t complete their 

purchase.

•Integrate qualitative feedback (e.g., customer complaints) 

with behavioral data to see where complaints align with 

quantitative insights.



Preprocessing Data

•Data Cleaning: Ensure the data is accurate and free from inconsistencies. Steps may

include:

• Removing Duplicates: Ensure that duplicate entries (e.g., repeat visits by the

same user) are filtered out or handled properly.

• Handling Missing Values: Some data might be incomplete (e.g., sessions with

missing actions). Missing values can either be imputed, removed, or replaced

based on context.

•Data Transformation:

• Standardizing Metrics: For example, converting timestamps into a standardized

format and calculating the total time spent by each user during checkout.

• Segmenting Users: Divide users based on behavior, such as "completed

purchase," "abandoned cart after Step 1," etc. This helps identify specific pain

points.

• Aggregating Data: Combine related metrics for easier analysis. For instance,

aggregate feedback by key themes (e.g., "account creation issues") or identify

average drop-off rates at each checkout step.



Feature Engineering: Create new features based on existing 

data to enhance analysis.

•Create a “Friction Score” for Each Checkout Step: Use 

metrics like drop-off rates, time spent, and feedback frequency 

to give each step a score representing how user-friendly or 

difficult it is.

•User Journey Mapping: Create a visualization of the checkout 

path, highlighting where most users exit. This feature can help 

pinpoint the checkout steps that cause the highest abandonment.



Exploring and Visualizing Data

Exploratory Data Analysis (EDA):

• Identify Patterns and Trends: Using summary

statistics (like means, medians, and distributions),

examine key metrics such as the cart abandonment rate,

the average time spent on each checkout page, and drop-

off rates for each step in the checkout process.

• Identify User Segments: Segment users based on

behaviors (such as completed purchases, abandoned

carts, or repeated visits without purchase). This helps to

identify if specific types of users are more affected by

the checkout issues.



Data Visualization:

• Conversion Funnel Visualization: Create a funnel chart that shows the 

drop-off rate at each step of the checkout process, helping to visualize which 

steps are the biggest pain points. For example, if 40% of users drop off 

during the "account creation" step, this step would be highlighted as a key 

problem area.

• Heatmaps of User Interactions: Use heatmaps on each checkout page to 

identify where users click the most, where they hesitate, or where they 

abandon the process. This can show if users are confused by the layout or 

overwhelmed by too many options.

• Trend Line Analysis: Plot historical trends for online sales, abandonment 

rates, and time spent on each checkout page before and after the redesign. 

This helps visualize the impact of changes made to the checkout and see if 

they correlate with the decline in sales.



Using Modeling Techniques

•Predictive Modeling to Identify Key Factors:

• Logistic Regression or Decision Trees: Build a model to predict the likelihood of 

cart abandonment based on different checkout features (e.g., number of steps, time 

spent on each page, error occurrences). By analyzing the model’s output, the team 

can identify which factors are most strongly associated with abandonment.

• Customer Segmentation Models: Use clustering algorithms (such as K-means 

clustering) to identify distinct user groups. This might reveal, for example, that 

users who are new to the website are more likely to abandon the cart, highlighting 

the need for a guest checkout option.

•A/B Testing to Test Solutions:

• Run A/B tests to compare different versions of the checkout process. For instance, 

test a simplified, 3-step checkout process against the current one. This allows the 

team to directly measure which changes lead to improved conversion rates, helping 

to validate solutions before fully implementing them.



Presenting a Management Report

•Summarize Findings and Insights:

• Problem Summary: Clearly explain the original problem—declining online sales due to

a complex checkout process. Use visuals to illustrate patterns and pain points.

• Insights from Data Exploration and Modeling: Summarize key findings from the data

analysis, such as which checkout steps have the highest abandonment rates or which user

segments are most affected. Highlight predictive modeling results showing the primary

contributors to cart abandonment.

•Solution Recommendations:

• Based on findings and A/B test results, provide specific, actionable recommendations.

For example, “Implement a guest checkout option to reduce drop-offs during account

creation” or “Streamline payment page to reduce completion time by 20%.”

•Potential Impact: Project the anticipated impact of recommended changes. For instance, “A

simplified checkout process is estimated to decrease cart abandonment by 25% and increase

conversions by 15%, based on A/B testing results.”



Review the Process

•Evaluate the Approach: Reflect on whether the chosen 

methods effectively identified the root causes and offered 

clear solutions. Were there any gaps in the data that could 

have improved the analysis?

•Stakeholder Feedback: Share the report with key 

stakeholders, such as the marketing, IT, and UX teams, to 

gather input on the feasibility and alignment of 

recommendations with business goals.

•Plan for Continuous Improvement: Establish a process 

for ongoing monitoring of checkout metrics and plan 

additional A/B testing as needed to ensure continuous 

improvements.


